
Speechrecognition(briefly)
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Outline

♦Speechasprobabilisticinference

♦Speechsounds

♦Wordpronunciation

♦Wordsequences
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Speechasprobabilisticinference

It’snoteasytowreckanicebeach

Speechsignalsarenoisy,variable,ambiguous

Whatisthemostlikelywordsequence,giventhespeechsignal?
I.e.,chooseWordstomaximizeP(Words|signal)

UseBayes’rule:

P(Words|signal)=αP(signal|Words)P(Words)

I.e.,decomposesintoacousticmodel+languagemodel

Wordsarethehiddenstatesequence,signalistheobservationsequence
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Phones

Allhumanspeechiscomposedfrom40-50phones,determinedbythe
configurationofarticulators(lips,teeth,tongue,vocalcords,airflow)

Formanintermediatelevelofhiddenstatesbetweenwordsandsignal
⇒acousticmodel=pronunciationmodel+phonemodel

ARPAbetdesignedforAmericanEnglish

[iy]beat[b]bet[p]pet
[ih]bit[ch]Chet[r]rat
[ey]bet[d]debt[s]set
[ao]bought[hh]hat[th]thick
[ow]boat[hv]high[dh]that
[er]Bert[l]let[w]wet
[ix]roses[ng]sing[en]button

..................

E.g.,“ceiling”is[siylihng]/[siylixng]/[siylen]
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Speechsounds

Rawsignalisthemicrophonedisplacementasafunctionoftime;
processedintooverlapping30msframes,eachdescribedbyfeatures

Analog acoustic signal:

Sampled, quantized 
digital signal:

Frames with features:
10  15  38

52  47  82

22  63  24

89  94  11

10  12  73

Framefeaturesaretypicallyformants—peaksinthepowerspectrum
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Phonemodels

FramefeaturesinP(features|phone)summarizedby
–anintegerin[0...255](usingvectorquantization);or
–theparametersofamixtureofGaussians

Three-statephones:eachphonehasthreephases(Onset,Mid,End)
E.g.,[t]hassilentOnset,explosiveMid,hissingEnd
⇒P(features|phone,phase)

Triphonecontext:eachphonebecomesn
2

distinctphones,dependingon
thephonestoitsleftandright

E.g.,[t]in“star”iswritten[t(s,aa)](differentfrom“tar”!)

Triphonesusefulforhandlingcoarticulationeffects:thearticulatorshave
inertiaandcannotswitchinstantaneouslybetweenpositions

E.g.,[t]in“eighth”hastongueagainstfrontteeth
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Phonemodelexample

Phone HMM for [m]:

0.1

0.9 0.3

0.6
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C1: 0.5

C2: 0.2

C3: 0.3

C3: 0.2

C4: 0.7

C5: 0.1

C4: 0.1

C6: 0.5

C7: 0.4

Output probabilities for the phone HMM:

Onset:Mid:End:

FINAL
0.7

MidEnd Onset
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Wordpronunciationmodels

Eachwordisdescribedasadistributionoverphonesequences

DistributionrepresentedasanHMMtransitionmodel

0.5

0.5

0.2

0.8

[m]

[ey]

[ow] [t]

[aa]

[t]

[ah]

[ow]

1.0

1.0

1.0

1.0

1.0

P([towmeytow]|“tomato”)=P([towmaatow]|“tomato”)=0.1
P([tahmeytow]|“tomato”)=P([tahmaatow]|“tomato”)=0.4

Structureiscreatedmanually,transitionprobabilitieslearnedfromdata
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Isolatedwords

Phonemodels+wordmodelsfixlikelihoodP(e1:t|word)forisolatedword

P(word|e1:t)=αP(e1:t|word)P(word)

PriorprobabilityP(word)obtainedsimplybycountingwordfrequencies

P(e1:t|word)canbecomputedrecursively:define

`1:t=P(Xt,e1:t)

andusetherecursiveupdate

`1:t+1=Forward(`1:t,et+1)

andthenP(e1:t|word)=Σxt`1:t(xt)

Isolated-worddictationsystemswithtrainingreach95–99%accuracy
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Continuousspeech

Notjustasequenceofisolated-wordrecognitionproblems!
–Adjacentwordshighlycorrelated
–Sequenceofmostlikelywords6=mostlikelysequenceofwords
–Segmentation:therearefewgapsinspeech
–Cross-wordcoarticulation—e.g.,“nextthing”

Continuousspeechsystemsmanage60–80%accuracyonagoodday
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Languagemodel

Priorprobabilityofawordsequenceisgivenbychainrule:

P(w1···wn)=
n∏

i=1

P(wi|w1···wi−1)

Bigrammodel:

P(wi|w1···wi−1)≈P(wi|wi−1)

Trainbycountingallwordpairsinalargetextcorpus

Moresophisticatedmodels(trigrams,grammars,etc.)helpalittlebit
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CombinedHMM

Statesofthecombinedlanguage+word+phonemodelarelabelledby
thewordwe’rein+thephoneinthatword+thephonestateinthatphone

Viterbialgorithmfindsthemostlikelyphonestatesequence

Doessegmentationbyconsideringallpossiblewordsequencesandboundaries

Doesn’talwaysgivethemostlikelywordsequencebecause
eachwordsequenceisthesumovermanystatesequences

JelinekinventedA
∗

in1969awaytofindmostlikelywordsequence
where“stepcost”is−logP(wi|wi−1)
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DBNsforspeechrecognition

articulators
tongue, lips

P(OBS | 2) = 1 end-of-word observation

deterministic, fixed

stochastic, learned

deterministic, fixed

phoneme
index

transition

phoneme

010

o

P(OBS | not 2) = 0

11122

nn n

0

o

observationstochastic, learned

aabb uurr austochastic, learned

Alsoeasytoaddvariablesfor,e.g.,gender,accent,speed.
ZweigandRussell(1998)showupto40%errorreductionoverHMMs
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Summary

Sincethemid-1970s,speechrecognitionhasbeenformulatedasprobabilistic
inference

Evidence=speechsignal,hiddenvariables=wordandphonesequences

“Context”effects(coarticulationetc.)arehandledbyaugmentingstate

Variabilityinhumanspeech(speed,timbre,etc.,etc.)andbackgroundnoise
makecontinuousspeechrecognitioninrealsettingsanopenproblem
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